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Executive Summary

Problem: Host processors and PIM cores require different data layouts, thus necessitating expensive
data rearrangements in ML kernel execution on PIM cores

Prior Works: Current PIM compilation approaches lack systematic optimization of diverse ML kernels
across multiple PIM backends and may largely ignore data rearrangement costs

DCC: The first data-centric ML compiler for PIM systems that jointly co-optimizes data
rearrangements and compute code in a unified tuning process for multiple PIM backends

Key Components & Benefits:
*  Multi-Layer PIM Abstraction: enables support for multiple PIM backends

« Data-Centric Schedule Generator: co-optimize data and compute-loop partition
«  PIM-Specific Code Optimizer: performs PIM-specific performance optimizations

« Coupled Predictor: selects the best configuration across joint compute-loop and data partition
- Intermediate Representation: a data-centric IR that can be lowered to multiple PIM backends

Key Results: DCC improves performance by 1.7x and 1.3x over default implementation on HBM-PIM
and AttAcc backends, respectively, for individual ML kernels, and by 2.0x over for LLM inference
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Critical ML Kernels are Bottlenecked by Data Movement

Large Language Models (LLMs):
» Attention - always memory-bandwidth-bound
 Fully-Connected (FC) - is memory-bandwidth-bound for small batch sizes

(a) Batchsize (4, 8, 16, 32, 64, 128)

Attention .
1004 ® FC '
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Arithmetic intensity (FLOPs/Byte)

OPT-30B Inference kernels on NVIDIA A100 GPU

Performance (TFLOPS)

Source: Y. He, et al., “PAPI: Exploiting Dynamic Parallelism in LLM Decoding with a PIM-enabled Computing System”, ASPLOS’24



PIM Alleviates Data Movement Bottlenecks

* Processing-In-Memory (PIM) places processing units near memory arrays
Prior works (HBM-PIM [ISCA’21], AttAcc [ASPLOS’24], PAPI [ASPLOS’24]) design near-bank PIM systems

for ML kernels

« Near-bank PIM systems:
» Integrated with high-performance processor - Host xPU (e.g., GPU, TPU)
* Multiple PIM-enabled memory devices
» Low-power processing units (PIM cores) close to one (or a few) memory bank(s)

* Immense aggregated memory bandwidth & high-levels execution parallelism

(e.g., GPU, TPU)
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Host xPU vs PIM Cores Require Different Data Layouts

» Host processors: consecutive elements are distributed across memory banks

* PIM cores: consecutive elements are placed within local memory banks
» PIM cores can only access data from their local memory banks

consecutive elements
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Three Steps of ML Kernel Execution on PIM Systems

Stepﬂz Input data rearrangements to place consecutive elements within the
same banks for local PIM core processing

Step@: Computation execution on PIM cores

Stepe: Output data rearrangements to merge partial results from step (2) or
prepare output data for Host access

e PIM Device )
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Limitations of Existing PIM Compilers (l)

 Limitation 1: Existing compilers support a single PIM backend and/or optimize for a
single ML kernel

> PIM-DL [ASPLOS’24] - supports primarily UPMEM PIM backend
> ATiM [ISCA24] > supports only UPMEM PIM backend
> SimplePIM [PACT’23] > supports only UPMEM PIM backend

» Cinm [ASPLOS’24] -  supports primarily UPMEM PIM backend

> PIMFlow [CGO’23] > supports only AiM PIM backend



Limitations of Existing PIM Compilers (ll)

 Limitation 2: Existing compilers follow a compute-centric approach, i.e., largely ignore
data rearrangement costs during the compute-loop optimization step

o __Phasedt_ ______ Phase2 _ _ _
I [def PIM_kernel: e : : Core 0 Core | :
: def PIM_kernel: CoreO || | I
, | foriinrange(N;, Ny): Ll | I
| for jin range(M,, M,): I I | I
| A[IDT = Al+1]0*2] +BOT H o1y |
: . TI A - @000
o . I I ensor I b t_ f . I
for i in range(N): . : ore 0 Core 1 | est-perrorming
piine ragng(e()M): w1 [defPIV kernel: Core :Q: 'm, configuration within |
Alil[i] = Ali+1][j*2] + B[j] I'| def PIM_kernel: CoreOf | | | , 1 this fixed set |
I'1 foriinrange(N’;, N,): — | T
' for j in range(M’,, M’,): | :
: AlI0] = Ali+1]0*2] + BT A |
| oo s TeworA_ _ _
fixed set of compute-loop corresponding data partition
partition schemes for step @) strategies for steps @) €)
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Limitations of Existing PIM Compilers (ll)

« Performance comparison on a PIM system:
« Compute-centric TVM-based compiler (TVM) (following ATiM [ISCA’24]) vs
* Manually-tuned best-performing implementation (Best)

OCompute Time B Data Rearrangement Time

1.0
0.9
o 0.8
E 0.7
_ 0.6
S 0.5
*g’ 0.4
0.3
0.2
0.1
0.0

TVM Best TVM Best TVM Best TVM Best TVM Best TVM Best TVM Best TVM Best
16x2048 16x4096 28x2048 28x4096 16x256x2048 16x256x4096 28x256x2048 28x256x4096
RED GEMV

Slightly worse compute time could achieve much better data rearrangement time,
resulting in much better end-to-end kernel performance.
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Co-Optimization of Compute-Loop and Data Partitioning is Needed

Data rearrangement and compute code optimization are interdependent

Single Phase

o= == == = mm e = mm = mm e mm e mm e R mm e mm e mm e mm e e e e e e -
i | def PIM_kernel: Core 1 Core 0 Core 1 |
| def PIM_kernel: Core 0 | :
'l foriinrange(N,, N,): . . '
' for j in range(M,, M,): !
' | AL =Al+1I0*2T+ B F :
l - Te(;lsorA - ; *
. are re
P ey | | def PIM_kernel: Core : ___________
for j in range(M): . #: def PIM_kernel: = Core 0 [ P best-p.erfo.rming I
Ali][j] = A[i+1][j*2] + B[]] : fofr i |p_range(N(|\1;|’N f\)/| \ R H| combination of |
or j in range(M’y, M",): I compute-loop & |
I 1101 5 <5k - et
| A[I]0T = Afi+1][*2] + B[J] B | | ~ _da_ta_ EaLt]_tlgn_ ~ -!
.. I T A cee |
less efficient - egsor —
compute strategy | | defPIM_kernel: Core ges & cheaper data
\ def PIM_kernel: Core 0 i rearrangement strategy
| foriinrange(N”;, N”,): —_— 3
for jin range(M”,, M",):
Al = Ali+1]0*2] + B[] F
Ten;orA

[ combinations of compute-loop and data 12
partition strategies for all steps
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DCC Overview & 5 Key Components

—>0ur data-centric compilation(DCC) is the first data-centric ML compiler for PIM systems

that jointly co-optimizes compute-loop and data partition strategies into a unified tuning
process

ML Kernel |
with DCCAPI| DCC )
( : | Multiple PIM backends
2. Data-Centric 3. PIM-Sdpecific P
Schedule Code
Generator Optimizer Any ML tensor kernel

Low compilation time

{ 4. Coupled Predictor }

Near-optimal performance

5. Intermediate Representation (IR)

1. Multi-Layer Abstraction

. == —————
Backend ... |
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1. Multi-Layer Abstraction for Near-Bank PIM Systems

We map the PIM memory hierarchy into a compute hierarchy of 3 levels:
a) System level: Host xPU, Host memory spaces and multiple PIM devices.

b) PIM group level: multiple PIM cores (and their local memory banks) belonging to the

same memory channel or rank
c) PIM core level: the processing unit (core) and its local memory banks

R : Near-Bank PIM Devices
e =
(:05t é'?)llJJ) . (1 - _ PIMDevice0 N
-8 | I — ~<[PIM Group 0) (PIM Group 1) (PIM Group 2
Y, I : Mem. Bank(s) Mem. Bank(s) Mem. Bank(s)
0 [ Registers
b | LI " IMem. Bank(s Mem. Bank(s Mem. Bank(s
Host Memory I Units A m m m
Space I \\ ) U ) \_ //
|




Three Example PIM Backends into DCC’s Abstraction

v HBM-PIM: Lee et al., “Hardware architecture and software stack for PIM based on commercial
DRAM technology”, ISCA 2021 - Samsung

v AttAcc PIM: Jaehyun et al., “AttAcc! Unleashing the Power of PIM for Batched Transformer-
based Generative Model Inference”, ASPLOS 2024

v SK Hynix AiM: Mingxuan et al., “Newton: A DRAM-Maker’s Accelerator-in-Memory (AiM)
Architecture for Machine Learning”, MICRO 2020 - SK Hynix

f N T s inarnory Space ~ " S, ‘
Iy space : I
/7 =~ /7 =~ /7 =~ 1/ =~
Host xPU (r HBM-PIM N[ AttAcc PIM N SK Hynix AIM \((( Near-Bank PIM Device
H e Ya N Ve N o N N . Y2 N
(e.g., GPU) Il TGo TG 1 PCH 0 PCH 1 pCH 0 PCH 1 ]| Group 0} Pk Group 1
| Aé\grr:‘k- "é\gm(- Aé\grrlnk- "ggm(- Mem. Bank Mem. Bank Mem. Bank Mem. Bank 1|1 ||[Mem. Bank(s) || |Mem. Bank(s)
I I\é\grr‘nk. Aé\grrn(. I\ggrr‘nk. Aé\grr]nk. Mem. Bank Mem. Bank Mem. Bank Mem. Bank | Mem. Bank(s)||| IMem. Bank(s)
Host | :
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DCC Overview & 5 Key Components
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2. Data-Centric Schedule Generator

Goal

- Generate candidate data partition strategies, and derive corresponding compute-loop
partition schemes for each PIM core

[ZA [Dimension Set Construction J
[ZB [Data-Tile Construction J
4 )
[ZC Draft Pruning
\_ J
¢
( )
[ZD 5 Data-Tile to Compute-Tile Mappings )
|| candidate tiling drafts

Draft 0. PIM Core 0: [(A[0:3][0:2], B[0:1][0:4] ...), (i € {0,1,2}), (j € {0}), (k € {0,1,2,3})], ...
Draft 1. PIM Core 0: [(A[0:6][0:4], B[0:2][0:4] ...), (i € {0,1,2,3,4,5}), (j € {0,1}), (k € {0,1,2,3})], ...
Draft 4. PIM Core 0: [(A[0:6][0:2], B[0:1][0:4] ...), (i € {0,1,2,3,4,5}), (j € {0}), (k € {0,1,2,3})], ...
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Challenge in Data-Centric Compilation Approach

How to associate data partitions with compute-loop partitions?

Core 0

def PIM_kernel (A[6][8], B[4][4]):
foriin range(O, 5):
for j in range(0, 4):
for kin range(O0, 4):
ALIDT = Ali+1][*2] + B[j]{k]

data partitions

Core O

Tensor B

Tensor A

compute-loop partitions
Core O

def PIM_kernel:
foriin range(?, ?):
forjin range(?, ?):
for kin range(?, ?):
A[I0] = Ali+1][*2] + B[j]{k]

def PIM_kernel:
foriin range(?, ?):
forjin range(?, ?):
for kin range(?, ?):
AlI][] = Ali+1][*2] + B[j][k]

20



2A. Dimension Set Construction

—> associates data partitions with loop partitions
* Dimension Set: a set of tensor dimensions indexed by the same loop, each through its
own mapping function

def PIM_kernel (A[6][8], B[4][4]):
for i in range(0, 5):
~~_ forjin range(O 4):

for lcin ran 4):
[]= A[[I+1][J*2] + B[j][k]

[ 3 loop variables ]\

3 dimension sets

A,: 24 dimension of A (one for each loop variable)
<4 - > B, [tensor dimension] corresponding mapping function]
S < > =2 F(i) = . .
S i loop variable
S 1 NEQHE g
2
o o —> 2 F(j) =]
E +°° Alé F(j)=j*2 | j loop variable
;j By F(j) =]
b v
<4 Tensor B B, > F(k) =k k loop variable
Tensor A
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2B. Data-Tile Construction

- performs an exhaustive search to generate all data partitions
 To decide the dimension to partition, DCC searches for representative mapping function

def PIM_kernel (A[6][8], B[4][4]):
foriinrange(0, 5):
for j in range(0, 4):
for kin range(O0, 4):
AlI]0] = Ali+1][*2] + B[j]{K]

3 dimension sets (one for each loop yHigRlgdion sets
(one for each loop variable)

A, F(i) =i

PN _—

A, =2 F(i) =i [repr.]

A, > F(j)‘=j [repr.

A, =2 F(i) = i+1 [repr.]

A, =2 F(j) =j*2 [repr.

A2 Fli) = i+1

>

By F(j) =j [repr.]

B, F(k)"= k [repr.]

|

B

~\O7 ] I

2X candidate representative 3X
mapping functions(A,', Ay'™)

J B, > F(k) =k

X
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2B. Data-Tile Construction

- generates all candidate data partitions across available PIM resources
« DCC performs an exhaustive search to generate all data partitions for each dimension set

def PIM_kernel (A[6][8], B[4][4]):
foriinrange(0, 5):
for j in range(0, 4):
for kin range(O0, 4):

1st dimension set AlIT0T = Ali+1][%2] + B[jI[k]
Ao F() =i
A, F(i) = i+1

2x4=8 candidate PIM configurations
[#PIM groups, #PIM cores per group]

9 -> [11 11 AOI] /
exhaustive e [ | U | | [ s | :
[T o) wallpy)oalea)ea)ea)leal
available PIM resources: 1 #PIM groups  #PIM cores/ group

2 PIM groups,
4 PIM cores per group 23




2B. Data-Tile Construction

- generates all candidate data partitions across available PIM resources
* DCC performs an exhaustive search to generate all data partitions for each dimension set

def PIM_kernel (A[6][8], B[4][4]):
foriin range(0, 5):
for j in range(0, 4):
for kin range(O0, 4):
ALI]0] = Ali+1][*2] + B[j]{K]

~

15t dimension set:
1 PIM group
1 PIM core per group
repr. mapping function: A, 2> F(i) = i/

ata-tile drafts// 2" dimension set:

Draft0.  [[1, 1, Agl, [1, 1AL, T 1 PIM group

Draft 1. [[1,1,A0], [1,2, Al 1 PIM core per group
. 1 \\E

Draft 2. [[1,1,Aq], [1,2, Byl ] pr. mapping function: A, 2 F(j) =]
(2X8) X (3X8) X (1X8) Dgft 3. [[1, 1, Agi], [1, 2, A(:)Lj""Z]’ ] 1 /
= 3072 drafts Draft4.  [[1,1,Ap], [1,4,A] 72, ]
]

Draft 5.  [[1,2,Ag'], [1,1,A], h

available PIM resources:
2 PIM groups,
4 PIM cores per group

3rd dimension set:
1 PIM group
1 PIM core per group
\repr. mapping function: B, 2> F(k) = k/

Draft 3070. [[2, 4, Ag*1], [2, 4, Byl ]
Draft 3071. [[2, 4, A1, [2, 4, By, ]

24



2C. Draft Pruning

—> prunes unpromising data-tile drafts to reduce tuning time
« DCC applies 3 pruning rules to significantly reduce the search space

typically
103 - 10°
drafts

def PIM_kernel (A[6][8], B[4][4]):

foriin range(0, 5):
for j in range(0, 4):

for kin range(O0, 4):
ALI]0] = Ali+1][*2] + B[j]{K]

available PIM resources:

2 PIM groups,
4 PIM cores per group

ﬁ data-tile drafts

Draft 0.  [[1,1,Ag], [1,1,A{], [1,1,B '<]]\
Draft 1. [[1,1,Ap], [1,2, Ad], [1,1, Bl<]]
Draft 2. [[1,1,Agl, [1,284], (11, Bl<]]
Draft3.  [[1,1,Ag], [1,2, A ] [1,2,8y¢ ]
Draft4.  [[1,1,Ap], [1,4,A/ 2, [1,1,B, ]]
Draft5.  [[1,2,A0], [1,1,AJ], [1,1, 31 4]
Draft 3070. [[2, 4, AO'+1] [2,4,B4], 23, Blk]]
Draft 3071. [[2, 4, Ag™Y], 2, 4,Bg], (2, 4, B ]

pruning

pruned by ~90%
(only ~10% retained)

pruned drafts

Draft0.  [[1,1,Ag], [L,1,AJ], [1,2,B,5]
Draft 1. [[1,1,A0], [1,2 AJ] 1,1, Blk]]
Draft 5. [[1,2, Agl, (1,1, All] "1 B1 K]

Draft 3071. [[2, 4, Ag™1], [2,4,B0], (2,4, B, ]

25



2D. Data-Tile to Compute-Tile Mappings

- constructs compute-loop partitions and data partitions for each PIM core for all drafts
tensor dimensions

def PIM_kernel (A[6][8], B[4][4]):

(len(Ag)=6)

tor 1 in range(0, 5):
for j in range(0, 4):

!

for k in range(0, 4): core-lgvel
Ali][] = Ali+1][*2] + B[j][k] NEIIILS
) Core-level tiling size
ﬁ (len_per_core(Ag)=3)
pruned drafts data-tile draft
' > tile(Ay')=2
Draft 0. [[1, 2, AO] [2,2, A/ 2, 1,1, B, 1) (Relf)=2)
Draft4.  [[1, 1, AO] 1, 4, AlJ *2) 11,1, B k]] v
Draft 5. [[1,2,A9'1, [1,1,A, 1[1,1, Bl K] Draft 0. —————
PIM Core 0: F-(A[o 3)[0:2], B[0:1][0:4] ...), (i € {0,1,2}), (j € {0}), (k € {0,1,2,3})]
Draft 3071. [[2, 4, Ag"™Y], [2,4,B4], (2,4, BN PIM Core 1: l(A_[9_3j[2 4], B[1:2][0:4] ...), (i € {0,1,2}), (j € {1}), (k € {0,1,2,3})]

core-level compute-loop & data partitions
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DCC Overview & 5 Key Components
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Draft 0. PIM Core 0: [(A[0:3][0:2], B[0:1][0:4] ...), (i € {0,1,2}), (j € {0}), (k € {0,1,2,3})], ...
Draft 1. PIM Core 0: [(A[0:6][0:4], B[0:2][0:4] ...), (i € {0,1,2,3,4,5}), (j € {0,1}), (k € {0,1,2,3})], ...
Draft 4. PIM Core 0: [(A[0:6][0:2], B[0:1][0:4] ...), (i € {0,1,2,3,4,5}), (j € {0}), (k € {0,1,2,3})], ...
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DCC Overview & 5 Key Components

| ] Goal

7 N N
( o 2V » | ) DCC .| | > Optimize performance of

eneration |.”| |~ ) ( 3. PIM-Specific the pruned drafts
— | | Attention || Code > Be extensible to enable
g< == J L Optimizer further backend-agnostic and
| | Projection optimized cor;W backend-specific

Foed: ‘— tiling draft optimizations
. L_Forward g ] \ <
* '
' optimized drafts

M,(\)Aclj_el Draft 0. PIM Core 0: [(A[0:3][0:2], B[0:1][0:4] ...), (i € {0,1,2}), (j € {0}), (k € {0,1,2,3})], ... Iy opt. strategy|
Draft 1. PIM Core 0: [(A[0:6][0:4], B[0:2][0:4] ...), (i € {0,1,2,3,4,5}), (j € {0,1}), (k € {0,1,2,3})], ... = ENET]
Draft 4. PIM Core 0: [(A[0:6][0:2], B[0:1][0:4] ...), (i € {0,1,2,3,4,5}), (j € {0}), (k € {0,1,2,3})], ... =IORNEE]
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3. PIM-Specific Code Optimizer

- optimizes performance of drafts & is extensible for further optimizations
- Example: group-level broadcast commands in DCC

N\
naive execution: MAC Core0_Group0 offset optimized execution:

4 PIM cores /group -> mag ggg—g;gagg g]‘:ffzgt |:> 4 PIM cores / group -> | MAC_GROUP GroupO offset

4 MAC commands | \jac core3_Group0 offset 1 MAC group command

1x group-level broadcast command]

Near-Bank PIM Devices

Host xPU e =
0> C):J(PU /// PIM Group 0 N PIM Group 1 \\
(e.g., ) data bus

e — [T T] [ 1]
N J Mem. Bank(s Mem. Bank(s Mem. Bank(s Mem. Bank(s
‘ PIM Core 0 .Jlm PIM Core 0 .Jlm

AD, WRITE, MAC..

( b [T 1] [T 1]
Host Memory Mem. Bank(s Mem. Bank(s Mem. Bank(s Mem. Bank(s
Space Nmmmﬂh 1) \C 4
. J 29
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4. Coupled Predictor

—> accurately estimates performance of drafts & selects the best-performing configuration
* DCC uses a learning-based performance predictor to enable fast & accurate predictions

optimized drafts

Draft 0. PIM Core 0: [(A[0:3][0:2], B[0:1][0:4] ...), (i € {0,1,2}), (j € {0}), (k € {0,1,2,3})], ...
Draft 1. PIM Core 0: [(A[0:6][0:4], B[0:2][0:4] ...), (i € {0,1,2,3,4,5}), (j € {0,1}), (k € {0,1,2,3})], .. Y I}

predicted time

| pred. time: 10ms |
| pred. time: 60ms |

Ll opt. strategy

B4 Draft 4. PIM Core 0: [(A[0:6][0:2], B[0:1][0:4] ...), (i € {0,1,2,3,4,5}), (j € {0}), (k € {0,1,2,3})], ... =ITmneeEn | (pred. time: 20ms

PIM backend information

v

n

L

(trained) XGBoost Perf. Predictor

|
J

\ 4

Draft 0. PIM Core 0: [(A[0:3][0:2], B[0:1][0:4] ...), (i € {0,1,2}), (j € {0}), (k € {0,1,2,3})], .. = IRt ] 1

p > ~ final best-performing configuration
(( HBM-PIM N AtthccPim . ([ SK HynixAim )

- oYa N s N N\ - Ve N

TGO TG 1 pCH O pCH 1 pCH 0 pCH 1

ABAaer?ll' ABAgan' ABAaennll' ABA;m' Mem. Bank ||||Mem. Bank Mem. Bank ||[{| Mem. Bank

ABAaerm' ABAaer:E' ’éAaer:E- ’é’\aerm- Mem. Bank ||| Mem. Bank Mem. Bank||||Mem. Bank
\k\ VAN ) \\\ J\ /) \\\ J\ JU])

HBM-PIM AttAcc PIM SK Hynix AiM
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DCC Overview & 5 Key Components
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5. Intermediate Representation (IR)

Goal

- Capture optimized data
partition strategies and
compute-loop partition
schemes
- Enable support for
multiple current & future
_ PIM backends

g

%a_core[%i,%j] =
%a_core[%i+l,%j*2] + %b_core[%]][%k]

DCC IR

S T

%»reg a=load %a core[%i+1,%]j*2]
%»reg sum=ADD %b_core[%]j][%k],%reg a

backend PIM instructions
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5. Intermediate Representation (IR)

—> captures data and compute-loop partition strategies & enables multi-PIM-backend support

@DCC_kernel
def example(A, B, C):
for i in range(@, 5):
for j in range(0, 4)
for k in range(@

return A

Ali][3] = A[1+1][J*2] + B[J][k]

) )
3. PIM-Specific HZ. Data-Centric Schedule

;Entric DCC IR J

_ Code Optimizer Generator
¥
4. Coupled ) R
Predictor | pest-performing config

AttAcc PIM Instructions

%»reg a = load %a_core[%i+l, %j*2]
%reg b = load %b_core[%j][%k]

%»reg sum = ADD %reg b, %reg a

f
1
===
/\
/

/

HBM-PIM Instructions

/
/
U

%»reg a = load %a_core[%i+1, %j*2]
%»reg sum = ADD %b_core[%]j][%k], %reg_a

-

@hardware platform[GROUPS=2, CORES=4]
func @example(%a:<6x8xfp32>, %b:<4x4xfp32>): <6x8xfp32>

complex _dimset %ds j {
%»dim[@] = %a.dim[1] -> 7],
%»dim[1] = %a.dim[1] -> j*2 [representative],
%dim[2] %C.dim[@] -> J

loop_jl¢ j)_in L/ct i, %ct q, %ct k) {

9

backend PIM instructions

%a_core[%i, %j] = %a_core[%i+l, %j*2] + %b _core[%j][%k
e L R e
}
%a_out = rearrange %a core -> %a [to_host]
3
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Easy-to-Use Python API
" ML Kernel
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Attention || . (Python) interface
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DCC Frontend Programming Interface - Python

_~-71]/@pcc_kernel
-~ 2|def PIM_kernel(A, B, C):
-7 3] for i in range(o, 11, 1):
/,/ 4 for j in range (0, 8, 1):
_7 - A[i][J] = A[i+1][F*2] + B[i] * C[]]
-7 Python 6] return A

with DCC API

-
-

[ ML Kernel




DCC Frontend Programming Interface - Python

/,/-"1 @DCC_kernel
57 2l/def PIM kernel(A, B, C):
T 3] for i in range(o, 11, 1):
-7 7 4 for j in range (0, 8, 1):
e ’ 5 A[1][3] = A[i+1][3*2] + B[1i] * C[]]
e Py,tﬁon 6] return A
; o
ML Kernel /// ,—*”’ 8 class PIM Layer(torch.nn.module, DCC.Layer):
W]th DCC API ,,4"’ 9 def __init_ (self, layer, input_sizes): # init kernel and weight
-~ )] 10 self.kernel =[DCC.initKernel|PIM kernel, input_sizes)
Pl 11 self.B = layer.B
e 12 self.C = layer.C
, 13
, 14  def update(self, best draft): # pre-load data
R4 DCC necessary |15 self.PIM B = self.kernel.preLoad(best_schedule, self.B)
! initializations 16 self.PIM C = self.kernel.preLoad(best_schedule, self.C)
’ 17
B 18 def forward(self, x): # execute PIM kernel
ML 19 return self.kernel(x, self.PIM B, self.PIM C)
Model 20
o 21 model = torch.load("GPT3-13B.model") # load model
\*\\ 22 in_sizes=[[model.layer ©.B.sizes(), model.layer_©0.C.sizes(),
\*\\ model.input_sizes()]]
RN 23 model.layer O =|PIM Layer(model.layer O, in_sizes) # replace the layer
\‘\\ 24 model =[DCC.setModel(model) # collect model information
\~\\ 25 output = model(get_request()) # run the inference
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Evaluation Methodology

« Simulation Methodology:

* Modified simulator using AttAcc [ASPLOS’24] and Ramulator 2.0 [IEEE CAL’23]
* NVIDIAA100 GPU with 5 PIM-enabled HBM3 devices (80GB memory in total)

« Hardware: 2x PIM Backends:
. AttAcc [ASPLOS’24]
« HBM-PIM [ISCA’21]

 Workload: 5x ML Kernels & 3 ML models :

« Kernel evaluation: GEMV, RED , ATTN, VA, RELU
* End-to-end inference: GPT3-13B, LLAMA2-33B, MT-NLG-310B

« Comparison Points:

* GPU: GPU-only execution (NVIDIA A100)
AttAcc: Original open-source AttAcc PIM implementation
AttAcc+DCC: AttAcc PIM backend with DCC compilation
HBM-PIM: HBM-PIM backend using AttAcc’s data partition strategy
HBM-PIM+DCC: HBM-PIM backend with DCC compilation
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ML Kernel Performance on AttAcc PIM Backend

Speedup over GPU

O AttAcc B AttAcc+DCC
12

10

.

ATTN GEMV RED ATTN GEMV RED

batch size =1 batch size = 4

DCC on AttAcc improves performance of individual ML kernels by up to 1.7x
and 1.3x on average over AttAcc with its fixed data partitioning method
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ML Kernel Performance on HBM-PIM PIM Backend

OHBM-PIM  mHBM-PIM+DCC

Speedup over GPU
w N Ul

N

N
]

GEMV RELU RED VA GEMV RELU RED VA
batch size =1 batch size = 4

DCC on HBM-PIM improves performance of individual ML kernels by up to 2.1x
and 1.7x on average over HBM-PIM with its fixed data partitioning method
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LLM Inference Performance on AttAcc PIM Backend

» AttAccg,..: AttAcc PIM running attention on PIM cores

» AttAcce,: AttAcc PIM running both attention and a part of feed-forward on PIM cores

—_
- N

Normalized Execution Time
© ©o o o
o N AN o oo

GPU

@ Attention OQKV Generation O Projection B Feed-forward B Other

o ) = O -] @ O = & o U = O @) =
p ) D ) o 4 ) > ) £ ) 2 u Pt ) >
5 £ ¢ 7 © 9 2 ¢ £ S s £ ¢ £ 3 5 5 9
o & I = o & 2 = o ¢ 2 = o ¢ 2
< e = O < S = L < o = T < S =
) foa) ) +J el ) ) pa) ) +J poa) )
= < et = < v = < et = <

< 3 ) < S ) < 3 ) < S

< 3 < S < s 3

b = = = b =z =

< < < <
GPT3-13B LLAMA2-33B GPT3-13B LLAMA2-33B

DCC accelerates LLM inference by up to 2.7x and 2.0x on average over
AttAcc with its default fixed partitioning method

. W

AttAccFull+DCC
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LLM Inference Energy Consumption on AttAcc PIM

 AttAccg,: AttAcc PIM running both attention and a part of feed-forward on PIM cores

Energy Breakdown

-_
- N

© o oo
O N A O

GPU

@ Attention OQKV Generation OProjection ®Feed-forward ®Other

s % 2 3 9 2 3 9
- a O L a O 5 a
+ et + et +
g = g = <L,:’ =
S D S D S =
< o < O < O
< < <
port o o
< < <
GPT3-13B LLAMA2-33B GPT3-13B
batch size = 1 batch size = 4

GPU

DCC on AttAcc PIM improves LLM inference energy efficiency
by up to 1.5x and 1.4x on average over GPU

AttAccFull

LLAMAZ-33B

AttAccFull+DCC
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More Evaluations in the Paper

 Scalability analysis

e Large-scale LLM inference with FP8 and FP16
« Energy consumption

« Compilation time analysis

« Effectiveness of pruning mechanisms

« Performance analysis of the DCC predictor

* LLM inference with dynamic tensor sizes

https://github.com/SPIN-Research-Group/DCC

43


https://github.com/SPIN-Research-Group/DCC
https://github.com/SPIN-Research-Group/DCC
https://github.com/SPIN-Research-Group/DCC
https://github.com/SPIN-Research-Group/DCC
https://github.com/SPIN-Research-Group/DCC

Conclusion

DCC: The first data-centric ML compiler for PIM systems that jointly co-optimizes
data rearrangements and compute code in a unified tuning process and supports
any ML tensor kernel and multiple PIM backends

Key Contributions:
v Support for multiple PIM backends

v Couples data and compute-loop partition strategies co-optimization
v' Performs PIM-specific performance optimizations

v Provides the best-performing configuration across joint data and compute-loop
partition strategies

v’ Integrates a data-centric intermediate representation that can be lowered to
multiple PIM backends

Key Results: DCC improves performance by 1.7x and 1.3x over default
implementation on HBM-PIM and AttAcc backends, respectively, for individual ML
kernels, and by 2.0x over AttAcc default implementation for LLM inference




DCC

Data-Centric Compilation of Machine Learning Kernels
for Processing-In-Memory Architectures

Peiming Yang,
Sankeerth Durvasula, lvan Fernandez, Mohammad Sadrosadati,
Onur Mutlu, Gennady Pekhimenko, Christina Giannoula

MCCSys Workshop, ISCA 2026
Raleigh, USA, June 28t" 2026
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